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ArctiqDC
ArctiqDC – The Arctic Datacenters project aims to strengthen the regional data centre industry’s products, services, solutions and 

offerings to customers (parties) outside the region, nationally and internationally. This should be done by demonstrating that 

data centres in Arctic regions have amongst the lowest investment and operating costs in the world in terms of cooling and power 

distribution.
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Abstract
This report is written for the Arctiq-DC project in collaboration with Hydro66 Svenska AB and RISE Research Institutes of Sweden 

AB. This project investigates the competitiveness and the quality of network connectivity of Scandinavia’s northernmost data 

centres. The report brings up some key features of connectivity and its importance, but also discusses tools used for collecting 

metrics such as latency, round-trip time and HTTP.

     

As cloud services and cloud computing become more and more popular by providing customers with the ability to quickly and 

cost-effectively deploy new hardware, storage, and software solutions, so too becomes the need to have a solid infrastructure to 

support the real-time demands of a system. Here  latency plays an important role in the success of an enterprise, as lag can be 

detrimental to user experience which can drive potential customers towards competitors.
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1 Introduction
The primary objective of this project is to prove that arctic 

data centres are competitive in the global market in terms 

of cloud service. The aim is to measure the performance 

and reliability of broadband access networks and facilitate 

consumers with their choice of service providers. By assessing  

broadband quality, reachability and connectivity one can 

justify and verify service offers against contractual agreements. 

This is done by performing measurements with appropriate 

tools and presenting findings.

The remainder of this report is divided into several stages: 

Chapter 1 will bring up the project description as well as some 

terminology that will be important for understanding the 

content of this paper. Chapter 2 brings up some information 

about tools and their uses. Chapter 3 will discuss details about 

custom measurements. Chapter 4 will report findings, chapter 

5 will discuss the findings presented in chapter 4, and lastly 

chapter 6  will conclude with further discussion and suggest 

possible improvements for this project.

1.1 Project Description

ArctiqDC - project aims to strengthen the regional data 

centre industry’s products, services, solutions and offerings 

to external customers, both nationally and internationally. 

This part of the project focuses mainly on measuring the 

connectivity and reachability of arctic data centres and its 

ability to provide quality service. To achieve this, appropriate 

tools must be utilised to gather accurate information that 

later can be analyzed and presented as proof. These tools 

are required to have already established infrastructure, have 

well-defined documentation and be able to measure various 

metrics that can have an impact on the quality of service 

provided. In this project, latency or rather round trip time 

(RTT) was identified as the main target of interest as it plays 

a crucial role in the quality experienced by consumers. Since 

RTT is highly dependent on the distance between a service 

provider and the consumer, the target audience was limited to 

European countries to provide the best service possible.

 

1.2 Terminology

Below one can read about various topics that are related to 

this project and its importance. The topics that are covered 

are bandwidth, latency, jitter, throughput, round-trip time, and 

content delivery networks.

1.2.1 What is bandwidth?

As per definition, bandwidth describes the maximum data 

transfer rate of a network or internet con- nection in a given 

amount of time. Bandwidth is generally measured in Mbps 

(not to be confused with MBps) where Mbps stands for 

megabits per second as MBps is short for Megabytes per 

second. The distinction is important as per the fundamental 

definition (1byte = 8bits).

Example: Bits are abbreviated with a lower case “b” while 

bytes are abbreviated with an uppercase “B.” There are eight 

bits contained in every byte. A network connection with a 

bandwidth of 20 Mbps, then, will not be able to download a 20 

MB file in one second. It will take eight seconds because the 

20-megabyte file contains 160 megabits [8].

1.2.2 What is latency?

Latency is sometimes referred to as delay or ping rate and 

indicates the quality of your connection within your network. 

It is the lag you experience while waiting for something to 

load. If bandwidth is the amount of information sent per 

second, latency is how long it takes the data to travel between 

its source and destination, measured in milliseconds. Three 

primary factors significantly contribute to latency: propagation 

delay, routing and switching, and queuing and buffering [7].
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An example of this would be if you are trying to have a video 

chat with someone that has an internet connection with 

high latency. In some cases, you would be out of sync with 

each other and be forced to pause in the conversation or risk 

talking over each other in the best case. In the worst case, 

the connection simply drops and you would have to try and 

reconnect. Another example of lag can be seen in video games 

online. As E-sport, streaming and competitive gaming grow in 

popularity so too becomes the need to have a reliable internet 

connection to gain an edge. Taking games that require an 

immediate response to certain events, such as in the case of 

first-person shooter games, where the first person that spots 

their opponent always has the advantage. If the connection 

becomes slower, opposing players tend to have an upper 

hand as any delay can influence which action is taken which, 

due to delay, may already be too late.

Lag does not only exist in applications that require near-real-

time responses. One can also notice the results of high latency 

in the loading time of a website, where even the smallest 

amounts of delay can affect the user experience, see table 1. 

This problem can have detrimental effects on websites such 

as E-commerce where even a few milliseconds in lag can 

deter a potential customer from purchasing a product. This 

has been demonstrated in [3] where large organizations such 

as Amazon are expected to lose billions of dollars in revenue 

because of 100 ms of lag. Perceptible latency has a strong 

effect on user satisfaction and usability. This has been studied 

in many papers where the authors perform case studies 

as well as making predictions on the amount of money a 

company loses annually as users tend to abandon carts when 

a website loads too slowly.[5][6]

 

Table 1: This table presents the approximate loading time of a 

website based on latency.

Another point to note is that the medium through which the 

electrical signal is travelling  also has a great impact on the 

latency. Whether the connection is wired or wireless, fiber or 

copper, the latency of the signal will always be bound by the 

distance the signal has to travel from point A to point B.

The approximate average latency for various use cases:

•  800ms for satellite

•  120ms for 3G cellular data

•  60ms for 4G cellular data

•  20ms for an Mpls network

•  10ms for a modern Ethernet network [9]

1.2.3 What is round-trip time?

Round-trip time (RTT) is the length of time it takes for a data 

packet to go from the sending endpoint to the receiving 

endpoint and back. Many factors affect RTT, including 

propagation delay, processing delay, queuing delay, and 

encoding delay. Propagation delay is usually the dominant 

component in RTT as it can range anywhere from a few 

milliseconds when transferring data only a couple of kilo- 

metres to hundreds of milliseconds if the endpoints are 

separated by continents.

Round-trip time and ping time are often considered 

synonymous. While ping may provide a good RTT estimate, 

it differs in that most ping tests are executed within the 

transport protocol using ICMP packets. In contrast, RTT is 

measured at the application layer and includes the additional 

processing delay produced by higher-level protocols and 

applications (e.g. HTTPS). Latency is not explicitly equal to half 

of RTT, because delay may be asymmetrical between any two 

given endpoints, and also takes into account the processing, 

queuing and encoding delays [9].
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Actual round trip time can be influenced by:

•  Distance – The length a signal has to travel correlates with 

the time taken for a request to reach a server and a response 

to reach a browser.

•  Transmission medium – The medium used to route a signal 

(e.g., copper wire, fiber optic cables) can impact how quickly a 

request is received by a server and routed back to a user.

•  Number of network hops – Intermediate routers or servers 

take time to process a signal, increasing RTT. The more hops a 

signal has to travel through, the higher the RTT.

•  Traffic levels – RTT typically increases when a network is 

congested with high levels of traffic. Conversely, low traffic 

times can result in decreased RTT.

•  Server response time – The time taken for a target server 

to respond to a request depends on its processing capacity, 

the number of requests being handled and the nature of the 

request (i.e., how much server-side work is required). A longer 

server response time increases RTT. [9]

1.2.4 Jitter

Jitter is the variability over time of the latency across a 

network. A network with constant latency has zero jitters. For 

applications that require an uninterrupted playout, buffers are 

required to compensate for the jitter caused by the network. 

Note that these buffers increase the latency experienced by 

the user. For real-time applications, this puts a limit on the 

maximum buffer that can be used [18].   

  

1.2.5 What is Throughput?

Throughput measures the amount of data that can be 

processed by a computer system in a network. If a device 

has a low throughput, no amount of bandwidth will be able 

to help it send and receive data any faster. This is the reason 

why some consumers become frustrated when their high 

bandwidth connections don’t deliver better performance. 

The problem isn’t with their network connection, but rather 

with hardware that lacks the processing power to take 

advantage of it. So if bandwidth is the maximum amount 

of data, throughput is how much of that data makes it to its 

destination – taking latency, network speed, packet loss and 

other factors into account [8].

1.2.6 Reducing RTT Using a Content delivery networks (CDN)

Edge computing framework offers a unique solution to 

the challenges presented by RTT and can help companies 

maximize the investments they’ve made in increasing their 

network bandwidth. By using a combination of Internet of 

Things (IoT) devices and edge data centres geographically 

positioned in key emerging markets, companies can push 

more of their processing load to the edge of their network 

where their end users are located and also offer direct 

connections within a data centre environment. While IoT 

devices can process a great deal of data locally, edge data 

centres can service more demanding processing needs 

without having to pass data on to larger hyperscale facilities 

located far away. This will greatly reduce RTT by minimizing 

how far data has to travel. When implemented in conjunction 

with a high bandwidth network, edge computing architecture 

has the potential to greatly improve performance and help 

companies to provide much better services. 
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A CDN is a network of strategically placed servers, each 

holding a copy of a website’s content. It’s able to address the 

factors influencing RTT in the following ways:

Points of Presence (PoPs) – A CDN maintains a network of 

geographically dispersed PoPs—data centers, each containing 

cached copies of site content, which are responsible for 

communicating with site visitors in their vicinity. They reduce 

the distance a signal has to travel and the number of network 

hops needed to reach a server.

Web caching – A CDN caches HTML, media, and even 

dynamically generated content on a PoP in a user’s 

geographical vicinity. In many cases, a user’s request can be 

addressed by a local PoP and does not need to travel to an 

origin server, thereby reducing RTT.

Load distribution – During high traffic times, CDNs route 

requests through backup servers with lower network 

congestion, speeding up server response time and reducing 

RTT.

Scalability – A CDN service operates in the cloud, enabling 

high scalability and the ability to process a near limitless 

number of user requests. This eliminates the possibility of 

server side bottlenecks.

Tier 1 access – CDNs have agreements with the biggest 

Internet Service Providers (ISPs) to provide Tier 1 access to the 

internet backbone. This reduces the number of network hops 

a connection must travel through, greatly reducing a signal’s 

round trip time. [9]

Of course, CDNs cannot solve all problems as companies have 

to take other factors such as accidents, traffic congestion, 

construction and many more into account to deliver a certain 

level of performance.

Figure 1: Benefits of content delivery networks (CDN)
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2 Tools
2.1 RIPE Atlas

RIPE Atlas API provides access to, and employs a global 

network of, probes that measure Internet connectivity and 

reachability, providing an understanding of the state of 

the Internet in real time. It provides access to the full list of 

all ongoing (public) measurements and, if a user has RIPE 

Atlas credits, enables the creation of personal, customised 

measurements. RIPE Atlas API allows a user to conduct built-in 

measurements including ping, traceroute, DNS, SSL/TLS and 

HTTP.

There are thousands of probes and anchors in the RIPE Atlas 

network. Probes are small, USB- powered hardware devices 

that hosts connect to an Ethernet port on their router. The 

data they collect is aggregated and made publicly available. 

RIPE Atlas anchors are both enhanced RIPE Atlas probes with 

more measurement capacity, as well as regional measurement 

targets within the greater RIPE Atlas network. As such, RIPE 

Atlas anchors provide valuable information about the local 

and regional connectivity and reachability of the Internet. In 

figure 2 below, one can view the RIPE Atlas API reference table 

that was used throughout this project [10].

Figure 2: Ripe Atlas API reference table [14]
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2.1.1 Python client for the RIPE Atlas API (Cousteau)

To create a non-biased custom measurement it is necessary 

to automate the probe selection. This is done with the help of 

one of the supported python wrappers for the RIPE Atlas API. 

It has some features that are of use to reduce code complexity 

but also adds functionality such as creation, modification and 

deletion of custom measurements as well as result fetching. 

Cousteau also supports getting results and other events 

through a stream to get them close to real-time. The stream is 

implemented using WebSockets and socket.io protocol. Note 

that, it is necessary to have an API key in most of the cases 

for a request to be successful. This package is maintained 

by RIPE Atlas developers [12].    

 

2.1.2 Official RIPE Atlas results parsing library (Sagan)

In case you need to do further processing with any of the 

results you can use the official RIPE Atlas results parsing 

library called Sagan - A parsing library for RIPE Atlas 

measurement results. RIPE Atlas generates a lot of data, and 

the format of that data changes over time. Often it is necessary 

to do something simple like fetching the median RTT for each 

measurement result between date X and date Y. Unfortunately, 

there are dozens of edge cases to account for while parsing 

the JSON, like the format of errors and firmware upgrades that 

changed the format entirely [13].

2.2 RIPE NCC’s Infrastructure IP Geolocation

The RIPE IPmap API aims to provide possible geolocation 

to infrastructural IP addresses. It allows a user to access a 

list of possible geolocations for the provided IP address. 

The geolocations are the result of the computation of all the 

geolocation engines. Each geolocation has a score and can 

be at the city level or country level [11]. An example of an IP 

location request can be seen in figure 3.

Figure 3: 
RIPE NCC’s Infrastructure IP Geolocation API JSON response.
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3 Architecture
3.1 Custom measurements

When creating a custom measurement there are several 

important factors to consider, such as frequency, cost and 

probe distribution. These factors answer questions as to why 

measurement is taking place, who is the target audience 

that will benefit from the measurement and how to create 

a measurement that is both accurate and trustworthy. The 

following will also discuss the reasoning behind connectivity, 

reach- ability, coverage, service delivery and its limits all while 

considering the cost of the measurement.

Since latency measurements and reachability are the target of 

this report, distance is also an im- portant factor to take into 

account. Here the sample for the measurement was selected 

to extensively cover only European countries (but as can be 

seen in figure 16 is also covering other parts of the world).

3.1.1 Cost assessment

When considering cost assessment two important factors 

matter: number of probes to be measured and  frequency. 

This is important for the placement of probes in such a 

manner so that they maximize either population or area 

coverage. During the project, both paths were considered and 

it was concluded that the area coverage was the way to go. 

As the RIPE Atlas network already conducts measurements, 

the largest cities such as the capitals and cities larger than a 

particular size are covered. This leaves a large set of locations 

(read cities) with a scarce population distributed over the 

remaining land. To cover the remaining cities a cap needed 

to be implemented. This is best done by setting the desired 

percentage of population coverage. In turn, this proved to be 

difficult to automate since a large number of cities rarely vary 

in the population (which increased the number of probes to 

hire) and cost had to be considered. This can be best seen in 

the far right image on figure 4.

Figure 4: Initial approach - population and gain coverage versus number of probes (on average).
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3.1.2 Haversine Formula   

a = sin2(∆ * φ/2) + cos φ1 · cos φ2 · sin2(∆λ/2) (1) c = 2 · atan2(√a, (1 − a)) (2)    

d=R·c (3) where φ is latitude, is longitude, R is earths radius (mean radius = 6,371km); not that angles need to be in radians to pass 

to trig functions! [17]

3.1.3 Location Confirmation

When considering population coverage, and using the 

Haversine formula mentioned above, it is possible to confirm 

the locations of probes relative to the centre of a city. Since 

a city rarely exceeds the radius of 40km  the accuracy of a 

particular measurement can be determined. In this case, 

approximately 20% of the probes showed to be at a wrong 

location relative to its actual position. Because of that 

discrepancy it was determined that it was best to leave out 

IPMAP and reject the method of distributing the probes by 

population coverage due to inaccurate population count (at 

least until it improves in accuracy).

3.1.4 Interval

As can be seen in figure 6 the frequency of measurement has 

little impact on a stable connection. If a measurement is taken 

once a day during a good connection, e.g. at night when the 

network is least loaded, it will provide a false representation of 

the quality of the network as a whole. Since certain guarantees 

are required, the frequency of the measurement was 

determined to be set as high as possible (to match

the predefined measurements). Frequent measurements 

help remove uncertainties and inaccuracies by continuously 

collecting data, discarding any ’biased’ or ’fabricated’ data.

Figure 5: Is used mainly to show that RIPE NCC’s Infrastructure IP Geolocation API is inaccurate 20% of the time.
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Figure 6: Frequency of measurements (cost assessment).

3.1.5 Probe Distribution

Instead of setting the probe distribution to cover for 

population, it was instead decided to maximize for area 

coverage. This was done for various reasons, one of which 

was that it would not exclude important geographic locations 

such as  northern Sweden where businesses and mining 

industries cover for a high percentage of the GDP (see figure 

7). While northern Sweden accounts for approximately 25% 

of the country’s area, the population is merely 2.5%. This 

implies that the region would be ignored if  the population 

coverage method is applied. Another reason for considering 

area coverage over population coverage is because capital 

cities contain multiple probes which need to be excluded 

to avoid counting them multiple times. One issue is that the 

IPGeolocation API is lacking, miscounting up to 20% of the 

time. Another issue is that cities vary in size and cannot with 

certainty be included or excluded. One example of this is the 

city of Stockholm that consists of many suburbs which are 

spread out over a large area. Depending on where  the limits 

of a city are considered to be, there are also county limits 

which the API again does not consider. So one can have a 

probe hit in Stockholm, which is not actually in Stockholm. 

This makes counting population somewhat cumbersome. The 

API has another issue where it sometimes counts cities twice 

but with different names. One example of this is ’London’ and 

’The city of London’. Because of these factors, it is difficult to 

automate the probe selection based on population coverage 

for the entirety of Europe. Instead, it was decided that area 

coverage was considered a better measure since it considers 

the importance of locations that can be vital to a country’s 

source of income (as well as it provides more accurate average 

latency measurements for a country over time).
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Figure 8: Area coverage by distance.  

Figure 8 presents a different approach. By setting a 

threshold that limits the number of probes that can be in 

the vicinity of each other one can get decent distribution. 

Distance r1 is the distance from probes that are part of a 

pre-existing measurement to probes that are part of the new 

measurement. Distance r2 is the distance between probes that 

are part of the new custom measurement.

Figure 7: Gross regional product (GRP) of all final goods and services produced in Sweden per capita [15].  
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This approach leads to figure 9 where approximately 12 

995 probes and anchors are filtered down to ca 1 000. This 

significantly reduced the cost of the measurement and 

redirected the funds for a more frequent data collection. Note: 

since probe density varies from country to country, some 

countries have more ’empty’ space.

Figure 9: Probes in European countries after applying distance filter.
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4 Results
The resulting data from the measurements is returned as 

a JSON-string (which is later downloaded and fed into a 

SQL database to be analyzed). This is done mainly because 

of the vast amount of data that is too large to fit into the 

main memory. In this section the results gathered from the 

measurements (both for RTT and HTTP) and the reasons 

behind their competitiveness on the global market will be 

discussed.

4.1 Connection Information   

As As previously discussed, one of the factors that impact lag 

is the service response time. If a service is under maintenance 

when  an important task must be performed, it can be 

disruptive at best and detrimental at worst. To avoid this, 

companies must have as high up-time as possible. A good 

up-time for a service is considered 99.99% which translates to 

approximately 52 minutes and 36 seconds of downtime each 

year. Below in figure 10 is shown the connection information 

of one of the data centres currently operating in northern 

Sweden.

4.2 SQL

While not the main focus of this report, one important thing 

worth mentioning is the SQL-DB that was used for all the 

heavy lifting when it comes to dealing with the measurements. 

With over 60GB worth of data  it is difficult to handle, since it 

cannot be read directly into memory. Here, a lot of work went 

into extracting the useful information while reducing repetitive 

data, the query time as well as performing the analysis and 

creation of figures. The final file contained approximately 

100 million rows of data points. To insert all the data into the 

database, all valuable data needed to be extracted from the 

file, converted to a CSV file, and  uploaded with the command 

LOAD DATA LOCAL INFILE. This significantly reduced the 

insertion time of the data from hours to minutes. Other 

strategies were used where indexing played an important role 

to speed up query times. Figure 11, 12 and 13 represent the 

tables of the database with its index, primary and foreign keys. 

In the future, RIPE Atlas NCC will provide other ways to handle 

big data as they are currently looking into Google’s BigQuery.

Figure 10: Connection Information for anchor #6536 [16]
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Figure 11: Table containing measurement data for RTT.

Figure 12: Table containing probe information for HTTP.

Figure 13: Table containing probe information.

To avoid data duplication and have the ability to plot graphs, figures and perform some sort of analysis, the foreign key 

relationship was established to guarantee the data integrity.
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4.3 Round Trip Time (RTT)    

 

4.3.1 Measurement Details    

  

The measurement for RTT ran for 183 days from 2020-07-01 

T16:00:00Z to 2020-12-31 T16:00:00Z every 900s. The number 

of packets (3), its size (64), interval (1000) and spread (400) was 

left as default. The probe distribution was conducted by area 

rather than by population at a distance r1=80km and r2=80km 

to reduce overlap and get an even distribution. The cost was 

89568 credits for 311 probes in total per day which resulted in 

approximately 16.4 million credits. More information regarding 

the measurement can be found at this link.

 

 

 

 

 

 

4.3.2 RTT results     

For Europe, the highest round trip time according to figure 14 

and 15 is below 80ms. This result shows that arctic regions 

are suitable to host the majority of enterprise applications 

such as conference tools and other solutions. Media quality 

and network connectivity for online applications must meet 

certain network requirements to function properly. These 

thresholds are generally kept below 100-150ms in round-trip 

time [4]. The data presented is the yearly average round-trip 

time per country. Countries that are coloured white are either 

not included in this measurement, lacking probes, or excluded 

from this figure since they are outside of the European region.

Figure 14: Average round-trip time from anchor #6536 to European countries (2020).
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Figure 15: Average round-trip time towards European countries that are part of the measurement (2020).

Figure 15 is used mainly to present and clarify the results in figure 14.
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Figure 16: Average round-trip time from anchor #6536 to European countries (2020).

Figure 17: Average round-trip time towards countries that are part of the measurement (2020)

Figure 17 is used mainly to present and clarify the results in figure 16.

Apart from collecting metrics in Europe, some measurements 

also cover all continents. Figure 16 is the resulting visualization 

of that data. Like before, the data is the yearly average 

round-trip time for individual countries. Countries that are 

lacking in probes or are not part of the measurements are 

coloured white. The discussion regarding the difference in 

measurements relative to distance can be found at section 5.
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As one can see in figure 18 the average daily round trip time, per country over the year of 2020 shows stable readings in internet 

usage. Here, each day represents an average of all the measurements for that day and country, and are presented as a daily 

averaged timeline. The discussion regarding the peaks around the period, march - may, can be found at section 5.

Concerning what good is, a comparison was made between equivalent cloud-based service providers in Europe. The figure 19 

represents the average yearly round-trip time per country. As before, the differences in RTT are highly related to the distance 

between two endpoints that are being measured.

Figure 18: Daily average round trip time, per country over time.

Figure 19: Comparison in round-trip time between equivalent cloud based service providers.
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4.4 Hypertext Transfer Protocol (HTTP)   

 

Ripe Atlas provides a feature to create HTTP measurements. 

The targets of such measurements will only be RIPE Atlas 

anchors, which already run HTTP servers. The anchors 

only serve very small and well-defined pages, so this is not 

expected to cause bandwidth problems.

4.4.1 Measurement Details

The measurement for HTTP ran for 183 days from 2020-07-01 

T16:00:00Z to 2020-12-31 T16:00:00Z every 1800s. The probe 

distribution was conducted by area rather than by population 

at a distance r1=80km and r2=80km to reduce overlap and 

get an even distribution. The cost was 149280 credits for 311 

probes in total per day which results in

 approximately 27.3 million credits. More information 

regarding the measurement can be found at this link.

4.4.2 HTTP results

This information can be used as an indication of network 

health as well as the quality of service provided by the service 

provider. The two important variables here are the ’rt’ and ’res’ 

that stands for response time and response code. Response 

time is responsible for the round-trip time measured in 

milliseconds and will be used in comparisons with other 

external service providers. Response code is used to justify 

and prove that connection information in subsection 4.1 is 

accurate and that the services are indeed responsive nearly 

100% of the time.

Table 3 expands on the previous table and points out the 

reason for not being 100%. There are a few probes that are 

responsible for response codes other than 200. The one that is 

worth  focusing upon is response code 0. Technically there is 

no such thing as code 0 in HTTP, but in this case it represents 

a timeout. When the cause was traced, it was found that 

approximately 50 different probe ids in 20 different country 

codes were responsible for 90% of the timeouts. Considering 

this measurement consists of data from thousands of probes 

collecting hundreds of measurements each day over a year, 

0.326 of a percent is within the point of error. The cause could 

have been a power outage, maintenance or a poor connection 

to that particular probe. If it was the latter, the connection 

must have been temporarily disrupted because if it was timing 

out throughout the year, the percentage would have been  

higher.

Table 2: Response codes and occurrences from HTTP measurements.
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For Europe, the highest round trip time according to figure 20 

and 21 is below 190ms. This result shows that arctic regions 

are suitable to host websites according to table 1. As stated 

in section 1.2.2, users tend to leave websites after a certain 

amount of time. This threshold of 3 seconds translates to 

approximately 100ms in latency (200ms in RTT), which is met 

by our measurements for the entirety of Europe. The data 

presented is the yearly average round-trip time per country. 

Countries that are coloured white are either not included in 

this measurement, lacking probes or excluded from this figure 

since they are outside of the European region.

Table 3: Expansion on response codes and occurrences from HTTP measurements.

Figure 20: Average round-trip time from anchor #6536 to European countries.
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Figure 21: Average round-trip time from anchor #6536 to European countries.

Figure 21 is used mainly to present and clarify the results in figure 20.
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5 Discussion
To understand why Figures 16 and 14 look the way they do is 

to understand that the map of the world and the map of the 

internet-backbone are different. One example of this can be 

seen in figure 16 where both north and south America lay a 

relatively similar distance away from northern Sweden but yet 

have large differences in round trip time. This can partly be 

explained by figure 22 where the transatlantic 

telecommunications cable directly connects North America 

to Europe while connection to South America requires more 

connection hops.

5.0.1 Load handling

Figure 18 shows that the system can handle higher loads even 

during  unexpected changes in internet usage. One theory 

presents the reasoning behind the sudden spikes in between 

the month of march and may of 2020 to be the national 

lockdown during the covid-19 pandemic. Working and 

studying from home puts a small but noticeable load on the 

network which in turn queues up and stresses the hardware 

which is used to maximize throughput. When a lot of users 

work from home it adds up all the stresses, fills up buffers and 

slows down the response times of services.

Figure 22: Map of internet-backbone.[2]
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5.0.2 Uptime

Subsection 4.1 presents that the uptime of the server is at 

99.96%. This shows that the server is up to the standard 

which according to the industry is 99.99% and is considered 

as high availability. This statement was also confirmed via 

measurement data that can be seen in table 2..

5.1 Other reasons to consider northern Sweden

•  The Lule ̊a University of Technology has a high level of Arctic 

excellence. The collaboration with the five leading universities 

in northern Sweden, Finland and Norway, The Arctic Five, 

creates a large knowledge region with approximately 90,000 

students, 4,000 doctoral students and more than 5,000 

researchers - on a par with the Stockholm region.[1]

 •  Facebook is planning to build its third data centre in the 

northern Swedish city of Lule ̊a, signif- icantly growing the 

social media giant’s footprint in Europe. As well as providing 

vast reserves of affordable renewable energy, Lule ̊a is second 

only to Stockholm in terms of contribution to Sweden’s GDP, 

being a prime location for mining and various industrial 

activities, as well as an academic hub.

•  No river in the whole country generates as much electricity 

as the Lule ̈alven: 14.7 TWh (terawatt hour) is a quarter of 

the country’s total hydropower production and a ninth 

of Sweden’s entire electricity production. 1 TWh is 100 

billion kWh (kilowatt-hours) and is sufficient for the City of 

Stockholm’s (municipality’s) electricity consumption for about 

1.5 years.[1]

•  The lowest temperature measured at an official Swedish 

weather station is -52.6 degrees in Vuoggatj ̊alme in Arjeplog 

municipality in 1966.[1]

 •  In Norrbotten, the light wind is worth a lot of money. In 

Markbygden, Europe’s largest wind turbine is being built, with 

1,101 wind turbines. An investment of more than SEK 8 billion.

[1]

       

•  Fossil-free steel LKAB, SSAB and Vattenfall will build a 

world-unique pilot plant for fossil-free steel, Hybrit. The goal 

is to have a completely fossil-free process for steel production 

by 2035. This can reduce Sweden’s total carbon dioxide 

emissions by 10%.[1]

 •  Northvolt: one of Europe’s largest lithium battery factories.

 •  90 percent of all iron ore in Europe is extracted in 

Norrbotten. LKAB is Europe’s home mine.[1]

•  FMV Vidsel Test Range is Europe’s largest military 

instrumented exercise and test area on land.

•  Norrbotten is Europe’s space centre. At the Esrange 

space base, just outside Kiruna, research rockets have 

been launched up to an altitude of 70 miles since 1966, in 

collaboration with re- searchers from around the world. In 

2021, an investment of SEK 500 million is planned to start 

launching small satellites.
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6 Conclusion
Through the expansion of services provided by computer 

centres in northern Sweden, the country contributes to 

the overall improvement in service quality  experienced 

by consumers. The expansion of services also fortifies the 

necessary infrastructure that ensures that systems work 

and maintain their functionality even at higher loads. With 

the knowledge acquired through this project and presented 

in section 4 of this paper, the verdict is that data centres in 

northern Sweden indeed can compete on the global market 

within the field of cloud computing services as it has:

• Good uptime.

• Good round-trip time.

• Can handle high loads during unexpected change in internet 

usage.

When choosing your content delivery service provider 

one might also consider other factors such as the laws of 

a country, social and environmental impact as well as the 

operating cost of the facilities in the long run.
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